
Transformers generalize to the semantics of logics. This work is a  
starting point for the development of hybrid algorithms in verification. Future 
work includes model checking, synthesis, and novel data generation methods.

Teaching Temporal Logics to Neural Networks

Motivation
Applications of deep learning in logical reasoning problems have so far 
focused on sub-problems within larger frameworks, such as computing 
heuristics in solvers. We apply a direct learning approach to challenging 
logical problems in verification. 
We study if a Transformer can solve the fundamental problem of linear-time 
temporal logic (LTL) to find a satisfying trace to a formula. LTL is widely 
used in the academic verification community and is the basis for hardware 
specification languages like the IEEE standard PSL. 
 
LTL can specify that a proposition b must hold until a holds (b U a). By 
combining the derived temporal operators “globally” and “eventually”, one 
can even specify that a proposition a must occur infinitely often.

Our main data set (LTLPattern) is constructed from conjunctions of 55 
practical LTL specification patterns identified by the literature (Dwyer et al., 
1998). Conjunctions of such patterns have shown to be challenging for LTL 
satisfiability tools that rely on classical methods, such as automata 
constructions (Li et al., 2013). As a challenging benchmark, we constructed 
a data set, called LTLUnsolved, consisting of formulas of this type where our 
classical algorithm timed out. For OOD testing, we also constructed data 
sets based on random formulas (LTLRandom). The number behind a data 
set refers to the maximum size of a formula.

Data Sets
Trace Generation for Linear-time Temporal Logic (LTL)

Main Finding: Transformers Generalize to the 
Semantics of Logics

Two random examples of our data set LTLPattern126.

Accuracy of a Transformer model on the LTL trace generation task. Instances where the model deviates from the data 
generator, on which we trained it on, are indicated in light green.
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Assignment Generation for Propositional Logic (SAT)

Three random examples of our data set PropRandom35.

To demonstrate that the generalization behavior of our models is not specific 
to LTL, we also present experiments on the problem of computing an 
assignment for a propositional formula. We generated random formulas and 
formulas in CNF.

Can Transformers generalize to larger formulas?

Can Transformers generalize to formulas OOD?

Are Transformers generalizing to the semantics in other logical problems?

Are Transformers competitive to classic automata constructions?

Experimental Results
Are Transformers just mimicking our data generator?

Accuracy of a Transformer model (only trained on LTLRandom35) on LTLRandom50 (shaded area).

For most LTL formulas there are many possible satisfying traces. We found 
that our models often predicted traces that satisfy the formulas, but predict 
different traces than the one found by the classical algorithm with which we 
generated the data. These instances are displayed in light green.

Accuracy of a Transformer model on LTLUnsolved254, a data set consisting of formulas where our classical solver timed 
out (>60s). The model needs around 15 seconds to come up with a prediction.

Conclusion

We represent a satisfying trace symbolically as a sequence of propositional 
formulas, separated by a semicolon. The repetitive period of a trace is 
indicated by curly brackets.
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